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Abstract

Novel methods have been developed to exploit summary-level results from

genome-wide association studies (GWAS) for hypothesis testing and prediction,

but currently their application is severely limited by privacy-related constraints on

sharing these summary-level results. This paper examines the statistical theory

underlying these risks to privacy, and shows that the information leakage that

results from participation in a GWAS can be expressed within the framework of

differential privacy. We outline a practical procedure for filtering SNP effect sizes

so as to keep this information leakage to an acceptable level while maximizing the

release of useful summary statistics.

Introduction 1

Various novel methods for exploiting summary-level genome-wide association study 2

(GWAS) data have recently been proposed [1, 2]. These allow analyses that would 3

otherwise require access to individual-level data, without the governance requirements 4

attached to use of individual-level data and at much lower computational cost. For 5

these methods to be fully exploited, summary-level GWAS results must be freely 6

available. Although access to results of specific studies can be obtained through portals 7

such as the NCBI dbGaP archive and the EBI Genome-Phenome archive, the 8

exploitation of summary GWAS results for prediction and hypothesis testing depends 9

upon being able to access summary results of meta-analyses of all relevant traits. The 10
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demonstration in 2008 that GWAS data on allele frequencies can be used to infer 11

whether an individual is present in a sample [3] has led researchers and agencies 12

responsible for data sharing to restrict the availability of summary-level data. One 13

paper on this subject [4] recommended as an “interim measure” that no more than 500 14

SNP effect sizes should be shared from a given study. This would severely restrict the 15

use of GWAS results for wider benefit. Clayton [5] showed that the ability to infer 16

membership of a case sample from GWAS allele frequency data depends critically upon 17

the ability to estimate population allele frequencies accurately from a reference panel. 18

This has been interpreted as limiting the risk to privacy from release of summary 19

statistics based on large sample sizes, where the sampling variation in allele frequencies 20

is of similar magnitude to the uncertainty in population allele frequency estimates. 21

Where the summary results are GWAS effect size estimates, the problem is rather 22

different. If there are real associations of genotype with phenotype, someone with access 23

to an individual’s genotypes and to GWAS effect size estimates can learn something 24

about that individual’s phenotypic status whether or not the individual participated in 25

the GWAS. To be able to assure those who consent to the use of their records for a 26

GWAS that participation will not jeopardize their privacy, what matters is the 27

additional information that an attacker can gain as a result of their participation. We 28

examine this using an information theoretic approach and we outline a practical 29

procedure for filtering SNPs so as to keep this risk to an acceptable level while 30

maximizing the release of results that can be used for hypothesis testing and prediction. 31

Results 32

Risk to privacy, weight of evidence and mutual information 33

Using the terminology of cybersecurity, we denote the individual whose phenotype is to 34

be inferred as the target individual, and the person or agency attempting to infer the 35

individual’s phenotype as the attacker. We assume that the side information available 36

to the attacker includes a complete genotypic profile of the target individual, with no 37

genotyping errors. We focus on the risk that an attacker can exploit summary results of 38

a case-control genome-wide association study for an attribute disclosure attack that 39
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infers the disease status of the target individual if that individual was in the study. 40

Although the approach derived here can easily be extended to quantitative traits, for 41

such traits privacy concerns are generally less serious than they are for disease status. 42

Even if the targeted individual has not participated in a GWAS, summary GWAS 43

results will often contain information that can be used to predict disease status from the 44

individual’s genotypes. For someone who is a case and is considering whether to 45

participate in the study, what is required is an assurance that agreeing to participate 46

will not provide appreciably more information to the attacker (through publication of 47

summary results) than if they decline to participate. This is the principle of differential 48

privacy [6]. 49

To simplify the argument, we shall assume that there exists a nationwide register of 50

individuals who (irrespective of their health status) have agreed to allow a stored DNA 51

sample to be genotyped and linked to their health record for GWAS studies, and that an 52

attacker who wants to infer the disease status of an individual has access to this register 53

as well as to the individual’s genotypes. Case-control studies are based on comparing all 54

cases on the register with a sample of noncases on the register. The disease is assumed 55

to be rare, so the sampling fraction of noncases is small. If the target individual 56

consents to be on this register, the attacker will use this individual’s genotypes to 57

compute the evidence favouring the hypothesis H1 that the individual is in the case 58

sample over the hypothesis H0 that the individual is not a case and not in the study. If 59

the individual declines to be on this register, the attacker will use the individual’s 60

genotypes to compute the evidence favouring the hypothesis H2 that the individual is a 61

case but not in the study over H0. In reality, an attacker with access to the target 62

individual’s genotypes would not necessarily know whether the target individual would 63

have been included in a GWAS if that individual had been a case. By assuming that a 64

register of individuals who have consented to be included in genetic studies exists and 65

that the attacker has access to this register, we are creating the most favourable 66

situation for the attacker. Our argument is thus conservative with respect to privacy. 67

The weight W of evidence favouring one hypothesis over another can be quantified 68

by the logarithm of the Bayes factor between these two hypotheses. The Bayes factor 69

can be defined as the ratio of the posterior odds to the prior odds. Thus for instance if 70

the prior odds of disease are 1 to 100, an attacker would need a Bayes factor of 1000 to 71
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conclude with high confidence (posterior odds 10 to 1) that the targeted individual is a 72

case of that disease. A result attributed to Turing [7] states that the sampling 73

distribution of the log Bayes factor based on a sum of many independent observations is 74

asymptotically gaussian with (when natural logarithms are used) variance twice the 75

expectation. To limit the risk that the weight of evidence favouring one hypothesis over 76

another will exceed some specified value when a hypothetical attack is carried out, we 77

can thus set a threshold for the expectation of the log Bayes factor. Thus to guarantee 78

that under H1 there is no more than a 1% chance that the attacker will obtain a Bayes 79

factor of at least 100 favouring H1 over H0, the expected log Bayes factor should be no 80

more than 1.12 natural log units (log 100 is the 99th centile of a gaussian distribution 81

with mean 1.12 and variance 2.24). 82

The information leakage that results from a case individual’s participation in the 83

study, can be quantified as the difference between the expectation under H1 of the log 84

Bayes factor WH1:H0 favouring H1 over H0 and the expectation under H2 of the log 85

Bayes factor WH2:H0 favouring H2 over H0. This is the extra information that the 86

attacker (who has access to the individual’s genotypes) will be able to gain if the 87

individual has consented to be on the register. We show in the Methods section that 88

this definition of information leakage can be expressed in terms of mutual information: 89

the difference in expectations of log Bayes factors under H1 and H2 is equivalent to the 90

difference in mutual information between the individual’s genotypes x and the GWAS 91

summary statistics b under these two alternative hypotheses. This information theoretic 92

formulation is helpful in that it allows us to use some standard results from information 93

theory. Thus it follows from the chain rule for mutual information that genotypes that 94

are imputed from the typed SNPs do not leak additional information about the 95

phenotypic status of the individual beyond that contributed by the typed SNPs. 96

Information leakage under a gaussian approximation 97

Clayton [5] used a gaussian approximation to calculate the log-likelihood of an 98

individual’s membership of a sample, given sample allele frequencies and the 99

individual’s genotypes. This gaussian approximation was shown to be accurate at least 100

for independent SNPs, where calculation of the exact binomial likelihood is tractable. 101
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We extend this gaussian approximation to calculating the information leaked by effect 102

size estimates from case-control studies. The following results are derived in the 103

Methods section:- 104

� The information leaked by summary statistics for P non-redundant SNPs can be 105

evaluated by summing the mutual information contributed by each SNP. 106

“Non-redundant” means that there are no linear dependencies between the SNPs 107

(correlation matrix is of full rank), as for the tag SNPs on a genotyping array. 108

Thus as Clayton has noted [5], the information leaked by GWAS summary 109

statistics does not depend upon the correlations between the SNPs. This result 110

may seem counter-intuitive: others have assumed that the information leaked by 111

correlated SNPs will be less than that leaked by the same number of uncorrelated 112

SNPs [8]. One way to appreciate this intuitively is to consider a pair of highly 113

correlated SNPs for which all common haplotypes are concordant either for the 114

reference alleles or for the alternate alleles. Only a small proportion of such SNP 115

pairs will be discordant for reference and alternate alleles in the target individual, 116

but each such discordant SNP pair will be highly informative because it will 117

generate discordance in the summary statistic if the target individual was in the 118

GWAS sample. 119

� An attack based on case-control effect size estimates does not require the attacker 120

to be able to estimate population allele frequencies accurately, as the effect size 121

estimates will usually have been adjusted for population stratification using 122

principal components analysis. This contrasts with the situation considered by 123

Clayton [5], where the summary statistics used for an attribute disclosure attack 124

are the raw allele frequencies in the case sample, and the feasibility of such an 125

attack depends critically on accurate estimation of population allele frequencies. 126

� Where the underlying effect sizes are close to zero, the information (in natural log 127

units) leaked by effect size estimates at P unselected SNPs from a case-control 128

study with N cases and r controls per case is Pr/ [2N (1 + r)]. However SNPs 129

with extreme p-values leak more information than randomly-chosen SNPs. The 130

information leaked by a single SNP given the p-value for the case-control 131

difference at that SNP is rz2/ [2N (1 + r)], where z is the standardized normal 132
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test statistic from which the p-value is calculated. 133

In practice, the underlying effect sizes are not usually assumed to be zero: otherwise 134

there would be no point in undertaking GWAS studies. This complicates the attacker’s 135

task, but also complicates the calculation of information leakage. To compute the 136

weight WH1:H0 of evidence favouring H1 over H0, the attacker has to assume a model 137

for the distribution of underlying effect sizes and to integrate over this distribution to 138

calculate the likelihoods of H1 or H2. The attacker has to model not only the 139

correlations between the SNP genotypes, but also the correlations between the effect 140

sizes of the SNPs that are in the gaussian mixture component. For simplicity, we 141

assume that the correlations between the effect sizes are the same as the correlations 142

between the genotypes. Departure from this assumption would make the attacker’s task 143

harder as the likelihoods would have to be computed by integrating over a prior 144

distribution on the correlations. 145

A simple model for the distribution of underlying effect sizes in genome-wide 146

association studies is a ”spike and slab” mixture in which the effect sizes are distributed 147

as a mixture of a point mass at zero (the spike) and a gaussian distribution centred at 148

zero (the slab) [9]. Given the case and control sample sizes, the two parameters of this 149

mixture model (gaussian mixture proportion φ, gaussian precision J) can be estimated 150

from the distribution of p-values, assuming that these statistics have been calculated 151

from an analysis that controls for population stratification, relatedness and other factors 152

that may inflate the variance of the test statistic. Given these parameter values, the 153

posterior probabilities of the SNP being from the spike or slab mixture components can 154

be calculated for any given p-value [9]. The information leakage under this mixture 155

model is derived in the Methods section. 156

Practical implications for sharing of GWAS summary results 157

We can thus set out some simple rules to protect privacy when sharing summary GWAS 158

results, where it is necessary to protect against an attribute disclosure attack based on 159

an individuals’s genotypes: 160

1. Combine GWAS results in large meta-analyses wherever possible before releasing 161

summary results. The leakage of information is much less when effect sizes from a 162
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meta-analysis are released than when they are presented in separate studies. 163

2. Set a threshold for information leakage, quantified as the gain in mutual 164

information between genotype and summary statistics that results from 165

participation in the study, at which the risk to privacy is considered acceptably 166

low. For phenotypes where a successful attribute disclosure attack might have 167

adverse consequences for an individual, we suggest 1 natural log unit as a 168

conservative threshold (chance of a Bayes factor greater than 100 is less than 1%). 169

3. Calculate the information leaked by the effect size estimate at each typed SNP, 170

given its p-value, as described in the Methods section. 171

4. Filter the SNP effect sizes by p-value so that the total information leak 172

contributed by all typed SNPs in the regions containing the filtered SNPs does 173

not exceed the specified threshold. 174

An R script for calculating the information leak and filtering the SNPs is available at 175

https://pm2.phs.ed.ac.uk/genoscores/. The user has only to specify the number of 176

cases, number of controls, and the maximum acceptable value for total information 177

leakage (expected log Bayes factor) and to provide a table of SNPs with effect sizes (as 178

log odds ratios), p-values and typed/imputed status. 179

A practical example 180

As a practical demonstration, we applied the procedure above to the results of four 181

large meta-analyses for which unfiltered summary results were available [10] [11] 182

[12] [13]. As various genotyping chips were used in the studies that contributed to these 183

meta-analyses, we calculated the information leakage based on the set of SNPs in the 184

chip that contributed the most observations: this was the Affymetrix 6.0 chip for the 185

meta-analyses of schizophrenia, coronary disease and Type 2 diabetes, and the Illumina 186

Immunochip for the rheumatoid arthritis meta-analysis. As the Affymetrix 6.0 chip has 187

more SNPs than most of the other chips used in these meta-analyses, assuming that all 188

the SNPs on this chip were typed in all individuals is likely to overestimate rather than 189

underestimate the information leakage, so that filtering based on these estimates is 190

conservative with respect to privacy. 191
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For each study, a spike and slab mixture model was fitted to the distribution of 192

effect sizes. This model is specified by two parameters: the proportion φ of SNPs in the 193

spike component (point mass at zero) and the precision J of the slab component 194

(gaussian with mean zero). These parameters were fitted to the data by equating the 195

observed variance and kurtosis to the expected values. This mixture model was used to 196

calculate the information leaked by each typed SNP and the predictive information 197

contained in each SNP. Over a range of possible threshold p-values at which to filter the 198

SNPs, the information leakage was calculated as a sum over all typed SNPs within 20 199

kilobases of at least one of the SNPs retained at this threshold p-value. 200

Table 1 shows the parameters of the fitted mixture model, and the p-value threshold 201

at which the information leak reached 1 natural log unit, and the number of SNPs 202

retained (typed or imputed) at this p-value threshold. Although the threshold p-values 203

varied between studies, for each of these examples the numer of SNPs was greater than 204

the case sample size. 205

Phenotype Genotyping chip Typed

SNPs

in sum-

mary

data

Number

of

cases

Number

of con-

trols

Gaussian

mix-

ture

propor-

tion

φ

Gaussian

preci-

sion

J

p-value

threshold

Retained

SNPs

(includ-

ing

im-

puted)

Schizophrenia [13] Affymetrix 6.0 783575 36989 113075 0.23 9839 2× 10−5 43306

Coronary dis-

ease [11]

Affymetrix 6.0 656533 18961 57692 0.10 10484 0.006 28783

Type 2 diabetes [12] Affymetrix 6.0 679345 9739 53810 0.03 1968 0.002 13165

Rheumatoid arthri-

tis [10]

Illumina Im-

munochip

144152 29880 73758 0.04 126 0.0002 38373

Table 1. Filtering SNP effect sizes at a threshold p-value set to limit the
information leak to 1 natural log unit: examples with published
case-control meta-analyses
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Discussion 206

Although there have been some attempts to draw up guidelines for evaluating the risk of 207

releasing summary GWAS results [14], no formal methods have been described for 208

selecting a subset of SNP effect sizes that can be released from a genetic association 209

study. For release of allele frequency data, an online software tool has been 210

developed [15] but as we have shown, the information leaked by effect sizes is different 211

from that leaked by sample allele frequencies. NIH stated in 2008 that “we are testing 212

various means of data redaction to minimize the possibility that an individual’s status 213

as a case or control could be determined” from summary data [16] but the results of this 214

testing were not published. Our results provide a theoretical framework for 215

understanding how SNP effect size estimates from a GWAS could be exploited for an 216

attribute disclosure attack and a practical procedure for selecting a panel of SNP effect 217

sizes to be released so as to keep information leakage to a specified minimum while 218

maximizing the usefulness of the panel for hypothesis testing and prediction. Although 219

the results that we have derived for the information leakage are based on simplifying 220

assumptions - asymptotic gaussianity of multivariate distributions, SNP genotype 221

correlation matrix known, effect sizes distributed as a spike and slab, correlations of 222

effect sizes same as the correlations of the genotypes - violation of any of these 223

assumptions makes the attacker’s task harder as the likelihoods have to be evaluated by 224

integrating over prior distributions on nuisance variables. For instance, if there is 225

uncertainty about how to model the distribution of effect sizes, the attacker has to 226

evaluate the Bayes factor by averaging over the joint prior distribution of models and 227

model parameters. In comparison with a calculation based on the correct model, this 228

model averaging will reduce the information that the attacker can extract. Because our 229

calculation of how to protect privacy is based on information theory, rather than on any 230

specific statistical test, we can guarantee that this protection cannot be overcome for 231

instance by developing a better algorithm. It is therefore possible to assure research 232

participants and research governance bodies that the procedure we have described for 233

filtering summary GWAS results is adequate to protect against an attribute disclosure 234

attack based on using an individual’s genotypes. 235

Since the original publication by Homer et al [3] showing that the correlation of 236
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sample allele frequencies with an individual’s genotypes could be exploited to determine 237

whether that individual was included in the sample, the reactions of research consortia 238

and institutions have ranged from withdrawing all GWAS summary data from public 239

release to allowing unrestricted access to meta-analysis data even for sensitive 240

phenotypes [17] [18]. A survey [19] found that the proportion of GWAS studies 241

providing access to summary statistics on more than 500 SNPs had fallen from about 242

20% to about 15% following the article by Homer et al [3]. Nature Genetics mandates 243

data sharing via a public repository such as dbGaP or EGA but makes no specific 244

recommendations about summary-level data. PLoS Genetics states that ”we expect 245

that genome wide association studies will make SNV summary statistics easily and 246

publicly available” [20] but this policy does not appear to be enforced. 247

This restriction of access to summary-level GWAS data is unfortunate because 248

numerous innovative approaches have recently been developed to exploit such data. One 249

use of summary data is to generate polygenic scores for hypothesis testing and 250

prediction [21–24]. The predictive performance of such scores can be enhanced by 251

adjusting for correlations (linkage disequilibrium) between SNPs, which can be 252

estimated from a reference panel such as 1000 Genomes. This adjustment is 253

implemented in LD Score regression [25] and LDpred [9]. Other approaches allow the 254

investigation of genetic correlations between multiple traits while adjusting for LD 255

between SNPs [26], testing multiple phenotypes jointly in a model comparison 256

framework [27,28], or identifying genetic stratification corresponding to disease 257

subgroups [29]. With summary data it is possible to use Bayesian methods [30–32] that 258

would not be computationally feasible on individual-level datasets. Summary statistics 259

can also be used to impute results at untyped SNPs without having to impute 260

individual genotypes [33,34], and to investigate the contribution of different classes of 261

genome annotations [35]. Some of these methods are designed to use complete unfiltered 262

summary results. It is however in general possible to adapt the same approaches to 263

work with SNPs that are filtered by p-value or effect size as most of the information 264

relevant to prediction or hypothesis testing is contained in the top ranked SNPs. 265

Although an attack based on using an individual’s genotype profile to infer that 266

individual’s health status from summary GWAS results may be considered somewhat 267

implausible, many researchers and research governance bodies take the view that they 268
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should not expose patients even to a theoretical risk unless this risk was explained at 269

the time consent was obtained. In agreeing to take part in a study, subjects will usually 270

have been assured that their participation will not reveal anything about their health 271

status to anyone outside the research team, and a successful attribute disclosure attack 272

would violate this assurance. The focus of this paper is on ensuring that researchers are 273

able to assure participants in their studies that publicly released results will not disclose 274

anything more about them than if they had not participated. The concept of 275

differential privacy provides a formal framework for evaluating the loss of privacy that 276

may result from release of data [6]. A query is differentially private if the information 277

about an individual gained by an attacker is not appreciably more than it would have 278

been if the individual had not been included in the dataset. Thus for instance the 279

ability of an attacker to use an individual’s genotypes together with GWAS summary 280

data to predict the disease status of an individual who was not included in the GWAS 281

does not violate differential privacy. There may be reasons to restrict the release of 282

some genetic research results for instance if this would stigmatize a group, but this is an 283

ethical rather than a privacy problem, for which separate regulatory arrangements exist. 284

Most existing databases of GWAS summary results – such as GWAS Central [36], 285

GRASP [37], GWASdb [38] and a portal established under the Accelerating Medicines 286

Partnership (http://www.type2diabetesgenetics.org) – protect privacy by providing only 287

p-values or unsigned effect size estimates. This makes the summary data useless for 288

constructing genotypic predictors. Within the framework of differential privacy, 289

methods have been developed to add noise to summary GWAS results so that 290

information leakage is kept to a specified minimum [39]. Although this guarantees 291

differential privacy it also reduces predictive performance. 292

Although it is possible to set up a platform for constructing genotypic predictors 293

without giving the user access to effect size estimates [24,40,41], this is not enough to 294

guarantee protection of privacy because any platform that can be used to construct a 295

genotypic predictor of disease status for an individual can also be exploited to obtain 296

extra information about the individual’s disease status if that individual was included in 297

the study. This is closely related to the “overlap pitfall” [42] in which overlap of 298

individuals between a training dataset and a test dataset leads to over-estimation of 299

predictive performance. 300
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Because genotypic profiles combined with summary GWAS results reveal some 301

information about likely health status even if the individual has not participated in a 302

GWAS, there are implications for privacy if unregulated bodies such as 303

direct-to-consumer genetic testing services have access to genotype profiles linked to 304

identities. Possibilities for protecting privacy in these settings include providing DNA 305

samples anonymously, setting up a trusted third party to hold the link between samples 306

and identities, or regulating testing services as if they were research bodies or health 307

care providers. 308

Methods 309

Relation of information leak to mutual information between 310

individual genotypes and summary statistics 311

We can distinguish between three hypotheses: H0 that the individual is not a case and 312

is not in the study, H1 that the target individual is in the case sample, and H2 that the 313

individual is a case but not in the case sample. The weight of evidence favouring one 314

hypothesis over another can be evaluated as the log Bayes factor. We assume that the 315

attacker has access to the genotype vector x of the individual, and to a vector of effect 316

size estimates b. The extra information that can be gained by an attacker as a result of 317

the individual’s decision to be included can be evaluated as the difference between the 318

expectation of the log Bayes factor favouring H1 over H0 when H1 is true and the 319

expectation of the log Bayes factor favouring H2 over H0 when H2 is true. 320

We define the information leak that results from agreeing to participate in the study 321

as the expectation 〈WH1:H0〉H1 under H1 of the log Bayes factor favouring H1 over H0 322

minus the expectation 〈WH2:H0〉H2 under H2 of the log Bayes factor favouring H2 over 323

H0. As p (x | b,H0) = p (x | H0), the information leak can be written (using angled 324

brackets 〈〉H to denote taking the expectation under hypothesis H) as 325
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〈WH1:H0〉H1 − 〈WH2:H0〉H2 = 〈log p (x | b,H1)〉H1 − 〈log p (x | H0)〉H1

−〈log p (x | b,H2)〉H2 + 〈log p (x | H0)〉H2

= I (x; b)H1 − I (x; b)H2 +

〈
log

p (x | H1)

p (x | H0)

〉
H1

−
〈

log
p (x | H2)

p (x | H0)

〉
H2

(1)

where I (x; b)H1, written in conditional form as 〈log p (x | b,H1)〉H1 − 〈log p (x | H1)〉H1 326

is the mutual information between x and b under H1, and I (x, b)H2 is the mutual 327

information between x and b under H2 328

As the unconditional distribution of a case individual’s genotypes is the same under 329

H1 and H2, 〈log p (x | H1)〉H1 = 〈log p (x | H2)〉H2. Similarly, as the unconditional 330

distribution of a non-case individual’s genotypes is the same under H1 and H2, 331

〈log p (x | H0)〉H1 = 〈log p (x | H0)〉H2. The information leak can therefore be expressed 332

simply as a difference in mutual information. 333

〈WH1:H0〉H1 − 〈WH2:H0〉H2 = I (x; b)H1 − I (x; b)H2 (2)

As the distribution of imputed SNP genotypes xu given the typed SNP genotypes xt 334

does not depend upon the effect sizes b, the mutual information conditional on xt 335

between b and xu is zero. By the chain rule for mutual information, I (b;xt,xu) is 336

therefore equal to I (b;xt). Thus the imputed SNPs do not leak any additional 337

information beyond that contained in the typed SNPs. 338

If x and b are distributed as multivariate gaussian, the mutual information between 339

them is 1
2

∑
log
(
1− ρ2i

)
where the elements ρi are the canonical correlations between x 340

and b. For small values of ρi this is approximately 1
2

∑
ρ2i . If the covariance matrix of x 341

is a scalar multiple of the covariance matrix of b and is of full rank (no linear 342

dependencies between the SNPs), the canonical correlations are simply the elementwise 343

correlations between x and b. and we can evaluate the information leaked by a set of 344

SNPs as if the SNPs were uncorrelated, simply by adding the information leaked by 345

each SNP. 346

PLOS 13/23



Information leakage from effect size estimates at unselected 347

SNPs 348

Following Clayton’s approach [5], we approximate the probability distribution of 349

genotypes at P typed SNPs, standardized to zero mean and unit variance, by a 350

multivariate gaussian with correlation matrix Σ of full rank. We consider a case-control 351

study with N cases and rN controls, in which the sample genotype means in cases and 352

controls are respectively x̄1, x̄2. Although effect estimates from a case-control study are 353

usually reported as log odds ratios, from the p-value and the log odds ratio it is possible 354

to calculate the case-control difference b = x̄1 − x̄2 between the mean of the 355

standardized genotypes in the case and control samples. x is the target individual’s 356

genotype vector at P loci standardized to zero mean and unit variance using the 357

population allele frequencies. 358

To evaluate the log Bayes factors we have to specify a model for the distribution of 359

effect sizes. We first consider a simple model in which the population case-control 360

difference β in genotype means is distributed as a multivariate gaussian with the same 361

correlation matrix Σ) as the genotypes: p(β) = N
(
0, 1

JΣ
)
, where J is the precision of 362

the univariate gaussian distribution of the effect of a single SNP. the . The sample 363

genotype mean, conditional on β is distributed as p(x̄1|β) = N (β, 1
NΣ) in the case 364

sample and as p(x̄1) = N (0, 1
rNΣ) in the control sample. 365

The vector β, x̄0, x̄1 is distributed with mean 0 and covariance 366


1
JΣ 0 1

JΣ

0 1
rNΣ 0

1
JΣ 0

(
1
N + 1

J

)
Σ

 . (3)

The individual’s genotype vector x is distributed as N (0,Σ) under H0, and as 367

N (β,Σ) under H1 or H2. The variance, cross-covariance and mutual information 368

between x and b are given in Table 2. 369

The information gained by the attacker if the individual agrees to participate in the 370

study is the difference between I (x, b) under H1 and I (x, b) under H2. For large N 371

and large J this difference in mutual information is given by 372
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H0 H1 H2

Var(b)
(

1
N + 1

rN + 1
J

)
Σ

(
1
N + 1

rN + 1
J

)
Σ

(
1
N + 1

rN + 1
J

)
Σ

Var(x) Σ
(
1 + 1

J

)
Σ

(
1 + 1

J

)
Σ

Cov(x, b) 0
(

1
N + 1

J

)
Σ 1

JΣ

I (x; b) 0 −P2 log

[
1− ( 1

N + 1
J )

2

(1+ 1
J )( 1

N + 1
rN + 1

J )

]
−P2 log

[
1−

1
J2

(1+ 1
J )( 1

N + 1
rN + 1

J )

]
Table 2. Mutual information between genotype vector x and effect size estimates b
given a gaussian prior on effect sizes

I (x; b)H1 − I (x, b)H2 =
P

2N

1
N + 2

J(
1
N + 1

rN + 1
J

) (4)

This result can also be derived (less concisely) as the difference between expectations 373

of log Bayes factors. 374

From this point onwards to simplify the argument we derive the information leakage 375

only for a single SNP, with scalar x for the standardized genotype of the target 376

individual at this SNP and scalar b for the mean of the case genotypes at this SNP. 377

Because the information leaked by P SNPs does not depend upon the correlation 378

between them as long as the correlation matrix is of full rank, we can calculate the 379

information leakage as if the SNPs were independent. We next examine the dependence 380

of this information leak upon being able to estimate population allele frequencies 381

accurately. Suppose the allele frequency in the study population has been estimated as 382

m from an independent sample of size K. The expectation of the allele frequency, 383

updated with the information from the target individual’s genotype, is µ̃ = Km+x
K+1 . It is 384

assumed that the case and control samples come from the same study population, or 385

that any differences in genetic background have been adjusted for. It follows that x− µ̃ 386

has mean zero and variance K
K+1 under H1. The covariance matrix between x− µ̃ and b 387

under H1 is 388

 K
K+1

K
N(K+1)

K
N(K+1)

1
N + 1

rN

 (5)

Thus the squared correlation between x− µ̃ and b is shrunk by a factor of 389

K/(K + 1). Unless K is small (low precision of allele frequency estimate), the mutual 390

information between x and b is shrunk only slightly. Thus an attack based on exploiting 391

effect size estimates does not require accurate estimates of allele frequencies in the study 392
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population. This contrasts with an attack based on case sample allele frequencies where 393

the information leak depends critically upon accurate estimation of these allele 394

frequencies [8]. 395

Information leaked when SNPs are filtered by p-value 396

Where releasing summary results for all SNPs would leak too much information, these 397

summary results can be filtered by p-value before release. However SNPs with extreme 398

p-values for the case-control difference in allele frequencies will leak more information 399

than randomly-chosen SNPs. To evaluate the information leaked by these selected 400

SNPs, we need to compute the mutual information between effect size estimates and the 401

individual’s genotypes given the p-value, or equivalently given the squared effect size 402

estimate b2. The covariance of the effect size estimate b and the individual’s genotype x, 403

for a single SNP under hypotheses H1 and H2 are given in Table 3. 404

H1 H2

〈x | b〉 µH1 :=
1
N + 1

J
1
N + 1

rN + 1
J

b µH2 :=
1
J

1
N + 1

rN + 1
J

b

Var(x | b) σ2
H1 :=

(
1 + 1

J −
( 1

N + 1
J )

2

1
N + 1

rN + 1
J

)
σ2
H2 :=

(
1 + 1

J −
1
J2

1
N + 1

rN + 1
J

)
Var(b | b2) b2 b2

Var(x | b2) σ2
H1 + µ2

H1 σ2
H2 + µ2

H2

Cov(x, b | b2)
1
N + 1

J
1
N + 1

rN + 1
J

b2
1
J

1
N + 1

rN + 1
J

b2

I
(
x; b | b2

)
− 1

2 log

(
1− ( 1

N + 1
J )

2
b2

( 1
N + 1

rN + 1
J )

2
(σ2

H1+µ
2
H1)

)
− 1

2 log

(
1−

1
J2 b

2

( 1
N + 1

rN + 1
J )

2
(σ2

H2+µ
2
H2)

)
Table 3. Mutual information between genotype x and effect size estimate b at a single
SNP under hypotheses H1, H2, given b

The information leak can be evaluated as the the difference between the two mutual 405

information terms in this table. We can derive a simpler form of this expression by 406

evaluating it as the difference between expectations of log Bayes factors, again using 407

angled brackets to denote taking expectations. 408

= 〈log p (x | b,H1)〉H1,b2−〈log p (x | b,H2)〉H2,b2−〈log p (x | H0)〉H1,b2+〈log p (x | H0)〉H2,b2

(6)
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=
1

2

log
σ2
H2

σ2
H1

−

〈
(x− µH1)

2

σ2
H1

〉
H1,b2

+

〈
(x− µH2)

2

σ2
H2

〉
H2,b2

+
〈
x2
〉
H1,b2

−
〈
x2
〉
H2,b2


(7)

The first two expectation terms are both 1. The expectation of x2 given b2 is 409

σ2
H1 + µ2

H1 under H1 and σ2
H2 + µ2

H2 under H2 410

Thus the difference between expectations, for large N and large J is approximately 411

=
1

2N

1
N + 2

J(
1
N + 1

rN + 1
J

)2 b2 (8)

=
1

2N

(
1
N + 2

J

) (
1
N + 1

rN

)(
1
N + 1

rN + 1
J

)2 z2 (9)

where z = b/
√

1
N + 1

rN . 412

The information leakage per SNP is thus proportional to the square of the test 413

statistic z, and thus approximately proportional to minus the log p-value. 414

Mixture model for effect sizes 415

A more realistic model for the distribution of effect sizes than a simple gaussian is a 416

spike and slab mixture, in which a proportion φ of SNPs have effect sizes from a 417

gaussian distribution with mean zero and precision J , and the remaining proportion 418

(1− φ) of SNPs have zero effect size. Such a model can be fitted by equating the second 419

and fourth moments of the distribution of test statistics calculated from the model to 420

the observed values. 421

To compute the Bayes factors under this mixture model we have to compute the 422

conditional likelihoods of hypotheses H1 and H2, given the genotype x as weighted 423

averages over the posterior probabilities of the mixture components given b. If the SNP 424

is in the gaussian mixture component, the mean and variance of x given b are as 425

tabulated in the top panel of Table 3. If the SNP is in the spike mixture component, 426

the mean and variance are given by substituting J =∞ into these expressions 427

If the SNP is in the gaussian mixture component, z is distributed with mean 0 and 428

variance 1 + Nr
J(1+r) If the SNP is in the spike mixture component, z is distributed with 429
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mean 0 and variance 1. Using Bayes theorem, the posterior probability f of the 430

gaussian mixture component given z is 431

f =
1

1 + 1−φ
φ

√
1 + Nr

J(1+r) exp

[
− 1

2
z2

1+ Nr
J(1+r)

] (10)

where φ, 1− φ are the prior probabilities of the gaussian and spike mixture 432

components and f, (1− f) are the posterior probabilities given z. 433

To compute the mutual information between x and b conditional on b2 under H1 434

and H2 we have to marginalize over the mixture components. For computational 435

tractability we approximate this mixture distribution by a gaussian so that the mutual 436

information can be evaluated as half the squared correlation. The covariance between x 437

and b conditional on b2 can then be calculated using the law of total covariance to 438

marginalize over the spike and gaussian mixture components. The conditional variances 439

of x and b given b2 are calculated similarly. 440

This gaussian approximation to the spike-slab mixture may be inaccurate where 441

some of the effect sizes are large, as for some autoimmune diseases for which variants in 442

the HLA region have very large effects. In this situation the approximation could be 443

improved by fitting a spike-slab model and calculating information leakage separately 444

for chromosome 6 and for the rest of the genome. 445
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