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Causality

Throughout the course we have discussed how predictors may be associated with an
outcome. We have never claimed that a predictor, however strongly associated, causes
the outcome.

The link between a predictor and an outcome, as measured by a test for association
between the two, may not necessarily be real, but may be a mere statistical artifact
caused by variables we haven’t considered in the analysis (latent confounders).

Here is a classic example:

I After measuring the odds of having lung cancer, it appears that people who drink
alcohol are more likely to develop lung cancer than non-drinkers.

Does alcohol consumption cause lung cancer?



Confounding

A confounder is a variable that is related both to the outcome and to one or more
predictors in the model, and so it can create spurious associations between them.

Any regression model that does not control for the confounding variable may report
distorted effects of the exposure of interest:

I It may exaggerate them (positive confounding)
I It may hide or underestimate an association (negative confounding)
I It may even reverse the direction of association!

A variable needs to satisfy three conditions to be a confounder:

I It must be independently associated to the outcome
I It must be associated with the exposure
I It cannot be an intermediate variable between exposure and outcome



Example: confounding
Smoking is associated to alcohol consumption and is a cause of lung cancer: therefore it
acts as a confounder, creating an association (but not a causal link) between alcohol
consumption and lung cancer.

At the analysis stage, confounding can be removed by including the confounder in the
regression model or by stratifying the analysis (by smoking status).

Instrumental variable approaches with genetic instruments (Mendelian randomisation)
can sometimes help in testing for causality.



Stratification
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Stratification allows to control for confounding by creating strata according to the
confounder variable. An association that appears to exist when looking at the entire
population under study may disappear when looking at each strata separately (or
vice-versa).

Stratification also helps to understand interactions, which occurs when the effect of one
predictor on the outcome varies according to the level of another variable.

But note that stratified analyses have smaller power, as the number of observations in
each group is necessarily reduced.



DNA
A molecule of DNA consists of a two long complementary strands of nucleotides joined
together by bases: adenine, cytosine, guanine and thymine. These match in pairs A-T
and C-G (base pairs).

The sequence of bases in DNA codifies the infor-
mation to construct proteins. The complete set of
genetic material of an organism (as encoded in DNA)
is referred to as the genome.

There are over 3.2 billion base pairs in the human genome.



Chromosomes
In humans, DNA is stored in 23 pairs of chromosomes within the nucleus of a cell. The
way DNA is packed into tight structures (chromatin) influences how DNA is replicated
and genes are expressed.



Genes

The information stored in the DNA is activated through two processes:

I Transcription: the strands of DNA are separated and one of them is copied to RNA
I Translation: RNA is decoded to produce specific amino acid chains, which are then

used to make proteins

Only small parts of the DNA are transcribed at a time, in units that usually define a
gene. The human genome codifies about 20,000 genes.

Genes tend to work in groups based on their biological functions and the pathways they
belong to.



Gene expressions

The process of producing a biologically functional product is called gene expression.

There are several mechanisms that control the production of specific gene products, and
they go under the name of gene regulation:

I structural and chemical modification of DNA (methylation)
I regulation of transcription and translation
I up-regulation and down-regulation: the expression of a gene is controlled by the

gene itself or another gene

Genes may be expressed differently according to tissue or cell type, and this can provide
clues about the gene function.



Example: BRCA2
BRCA2 is a tumour suppressor gene that produces the BRCA2 protein, responsible for
repairing DNA damage. Mutations in BRCA2 increases the risk of breast cancer.



Genetic variation

On average, 99.5% of the genome of all humans is identical. However, there are genetic
variations both within and between populations.

Variants of the same gene are called alleles. Genetic variation can influence the variety of
phenotypes that are recorded in the population:

I A trait might be caused by a single gene (monogenic trait) or several genes
(polygenic trait)

I A single gene may have several effects (pleiotropy)

One objective of genetic epidemiology is to determine what proportion of variation in a
trait can be attributed to variation in the genotype.



Population stratification
When a study consists of a mixture of two or more subpopulations that have different
allele frequencies and disease risks, the association between genotypes and phenotypes
could be confounded by population stratification. This is usually controlled by adjusting
models for the first few principal components.



SNPs
One of the most studied types of genetic variations are sin-
gle nucleotide polymorphisms (SNPs): these are positions in
the DNA sequence where there are differences in the coded
nucleotide (for example, a change from guanine to adenine).

The human genome is estimated to have 10-30M SNPs, usually
biallelic (only two bases are seen at a locus).

If SNPs (alone or in combination) are associated with a specific
disease phenotype, they can be used as genetic markers.

The Single Nucleotide Polymorphism Database (dbSNP) defines for each validated SNP
its official name (rsID or rs#), reference and alternate allele.

The Genome Reference Consortium creates assemblies of the human genome that map
each SNP on a chromosome according to its genetic position. This is expressed in base
pairs (1kb = 1,000 bp, 1Mb = 1,000,000 bp) from the start of the chromosome.



Coding of SNPs

Current technologies can easily measure 500k–2.5M SNPs by genotyping arrays (definite
genotype calls) or by next-generation sequencing (genotype likelihoods).

SNPs are usually coded according to the number of minor alleles (the least frequent,
represented by a lowercase letter) at each locus. The allele used in a genotype file is also
called the coded allele.

snp1 snp2 snp3 snp4 snp1_G snp2_T snp3_A snp4_A
AA Ct Ga GG 0 1 1 0
Ag CC Ga Ga 1 0 1 1
gg Ct aa GG 2 1 2 0

Since minor allele frequency differs between populations, the coded allele may or may
not correspond to the reference allele (the allele reported by resources such as dbSNP).



Genotype imputation
Only a fraction of SNPs are present on genotype chips, generally concentrating on
common variants. However, projects such as 1000 Genomes, UK10K and the Haplotype
Reference Consortium have created dense reference panels by sequencing the genome on
a growing number of individuals.

Considerable effort has been put in the development and implementation of imputation
models for genotype and sequence data. Reference panels can be used to impute the
SNPs not directly typed, and increase the number of available SNPs to several millions.

Genotype imputation has several advantages:

I it boosts power, especially for rare SNPs
I it provides a higher-resolution view of an associated region (fine-mapping)
I it allows to homogeneize different cohorts, which may have been genotyped using

different chips (essential for meta-analysis)
I it allows for correction of sporadic missingness and of genotyping errors



Genome-wide association studies

Genome-wide association studies (GWAS) have become an ubiquitous approach in
quantitative genetics to discover genotypic locations most informative about a disease or
outcome trait.

A classic GWAS is based on univariate statistical tests, where one SNP at a time is
tested independently of all others. Therefore, most commonly millions of tests are
performed for each outcome variable.

To reduce the number of false positives, given the number of tests, the standard p-value
threshold is commonly 5× 10−8 (genome-wide significance).

The discovery of genome-wide significant SNPs when effect sizes are small depends on
the size of the dataset (power).



Manhattan plots
One of the most common ways of summarizing results from GWASs is through
Manhattan plots.

The x -axis is typically organized by chromosome (1 to 22, X, Y). The y -axis represents
the negative of log (base 10) of the p-values obtained for association tests. Hits are
spikes that cross the genome-wide significance threshold.

A Manhattan plot doesn’t convey information about size or direction of effects.



Locus zoom



GWAS catalogue



Use of summary statistics

Besides technical reasons due the large file sizes involved (from few hundreds of MBs to
TBs of storage), access to individual-level genetic data is often restricted for privacy
reasons.

This is leading to designing approaches that are able to work even without access to
individual-level data but only using summary statistics (effect size estimate, effect allele,
standard error, p-value, allele frequency).

However, also access to detailed summary statistics is often limited, for fears that they
could provide means of guessing if a person was a case in a study from their genotype.

While there are ways to estimate the risk to privacy, it is generally true that the fewer
SNP associations are released the smaller the risk is.

Not including the effect size in GWAS summary results makes it impossible to perform
meta-analyses or construct genotypic predictors.



GWAS meta-analysis

A common way to reach the statistical power required to discover small genetic effects is
by performing a meta-analysis of independent studies. This is the most effective way of
increasing the total sample size without having to share individual-level data.

There are several approaches for GWAS meta-analysis:

I p-value meta-analysis: allows meta-analysis when effects are not available, but
cannot provide an overall estimate of effect size (this is generally considered a
sub-optimal approach)

I fixed effect meta-analysis: assumes that all studies are sampled from a population
with a given effect size (homogeneity)

I random effect meta-analysis: allows modelling of heterogeneity, where individual
studies estimate different effects or are sampled from different populations



Fixed effect meta-analysis

Fixed effect meta-analysis is most commonly used in the discovery phase, where the aim
is to identify and prioritize SNPs associated with the phenotype of interest.

This approach assumes that the true effect size of each SNP is the same across all
studies: this is a relatively strong assumption, as studies may be based on different
populations, or relate to cohorts with different characteristics (age, social class, health
status, etc). However, for a discovery (rather than validation) phase this is often
considered acceptable.

When combining studies in a meta-analysis, those with larger sample size are given a
larger weight, thus contribute more to the final estimate. This is achieved by inverse
variance weighting method.



Inverse variance weighting

The optimal weight for meta-analysis is the inverse variance weighting, in which the
contribution wi of study i in determining the final estimate of the effect size of a SNP
with standard error SEi is

wi = 1/SE 2
i .

Given the effect size estimate β̂i from study i for that SNP (assuming that the effect
allele is consistent through all studies), the meta-analysis effect size and standard error
can be calculated as

β̂MA =
∑

i wi β̂i∑
i wi

and SEMA =
√

1∑
i wi

.

These quantities can then be used to compute a test statistic and derive a meta-analysis
p-value for that SNP.



Complex traits

Mendelian traits are those which are directly caused by variants within one gene
(monogenic).

For example, blood group (A, B, AB or 0) is completely determined by the ABO gene.

However, in most cases we deal with complex traits, where several variants (possibly
thousands) are implicated, each with a small effect size.

GWASs do not guarantee to produce a set of features jointly most predictive of the
outcome, and ignore weaker sources of information spread along the genome.

Using only one of such genetic markers at a time is therefore not effective: however, a
combination of them could provide an effective estimate of the individual’s genetic risk
(polygenic risk scores).



Heritability

Phenotypic variation depends on genetic and environmental factors:

σ2
P = σ2

G + σ2
E + 2 cov(G ,E )

Heritability (h2 = σ2
G/σ

2
P) of a trait is the upper limit for prediction accuracy: this can

only be achieved if all genetic variants affecting the trait are known and measured, and
their effects are estimated without error.

For example, both height and schizophrenia have heritability of ~0.7–0.8, but the best
genetic models explain ~50% of the trait variance for height, and ~20–30% for
schizophrenia.

The typed SNPs are not usually the causal ones: how well do the typed SNPs tag the
causal loci depends on linkage disequilibrium (LD): the rarer a causal mutation, the less
in LD with “common” SNPs.



Genotypic prediction

Use of genomics can improve medical decision making:

I Better screening programs (prevention)
I Better recruitment to clinical trials (diagnosis)
I Better intervention and drug prescription (treatment)

Use of genomics can improve our understanding of disease:

I Disease stratification
I Disease co-morbidities
I Biomarker discovery/validation (e.g. Mendelian randomisation)
I Drug target identification and repositioning (pharmacogenomics)



Pros and cons

Pros:

I Genotypes can be recorded from birth (or earlier) before exposure to many
environmental risk factors

I Genotypes remain unchanged through life

Cons:

I Prediction accuracy is low for most complex traits in humans: trait variation
depends on genetic and environmental factors

I Genome carries predictive information that we cannot capture:
I We don’t know the true causal loci or how well the SNPs tag the causal loci
I We don’t know if the phenotype has a single etiology
I Gene-gene interactions (epistasis) and gene-environment interactions



Modelling approaches

Broadly two types of prediction models:

1. Phenotype is modelled as a function of someone’s genotype:
I Harmful mutations at BRCA2 gene increase risk of breast cancer

risk of breast cancer = β0 + β1 ∗ BRCA2 mutations

I Common method: genetic (polygenic) risk scores

2. Phenotype is given in terms of genotypic similarity to other samples:
I Patient A has no family history of cardiovascular disease; patient B has an uncle and a

cousin that have had a stroke: do A and B have the same risk of having a stroke?
I Common method: Genomic Best Linear Unbiased Predictor (G-BLUP)
I Kernel methods are examples of this approach



Genetic risk scores

Genetic risk scores (or polygenic risk scores) are a way to aggregate the contribution of
different genetic loci associated to a specific outcome of interest.

The general framework is the following:

I The GWAS summary statistics are first filtered to retain only a subset S of all
tested SNPs (p-value < 10−8, but more and more commonly < ~10−5)

I The allele counts of the SNPs in S are weighted according to their effect size β̂

GRS =
∑
i∈S

β̂iXi

Polygenic risk scores can be derived also for intermediate traits (such as other risk
factors or biomarkers), especially if the cost of measuring those traits is higher than the
cost of genotyping the individual.



Whole-genome models

Not only GWAS hits explain a small proportion of the variance in a complex trait, but as
the approach is based on univariate tests of association, it can lead to redundant SNPs
due to ignoring SNP-SNP correlations (LD).

More recent approaches consider all SNPs simultaneously, and thus explain more trait
variance: for example, GWAS hits explain 5%–10% of human height variance, while all
“common” SNPs explain ~50%.

Joint estimation:

I No need to set arbitrary thresholds
I Learn what is important from the data
I Need to use shrinkage, e.g. ridge, lasso, Bayesian methods

The problem is in a very large p small n setting.



The future
Prediction accuracy will increase as sample sizes continue to rise, but the limit will
always be trait heritability.

The accumulation of biological knowledge and rich summary statistics will provide
additional predictive information on:

I related genes and pathways
I related traits, risk factors, co-morbidities
I etiology of disease
I gene-gene and gene-environment interactions

Implications for clinical/public health decision making:

I Personalised medicine: need to use genotypic and environmental risk factors jointly
I Stratified medicine: value of genetic predictions may be at a group level, that is

identify high-risk strata and target prevention



Further (optional) reading

The concept of confounding is well explained in this short paper:

I K.J. Jager, C. Zoccali, A. MacLeod, F.W. Dekker, Confounding: what it is and how
to deal with it, Kidney International (2008)

A very clear review paper on GWAS meta-analysis is the following:

I E. Evangelou, J.P.A. Ioannidis, Meta-analysis methods for genome-wide association
studies and beyond, Nature Reviews Genetics (2013)

Polygenic risk scores are discussed in this paper:

I B.S. Maher, Polygenic scores in epidemiology: risk prediction, etiology, and clinical
utility, Current Epidemiology Reports (2015)


