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High-dimensional medical data

In recent years, the availability of high-dimensional biological and medical data has
increased considerably (electronic health records, -omics data, tele-monitoring, medical
imaging, etc).

The integration of several types of data aims at capturing and describing subtler (and
unexpected) relationships between factors, with the hope of getting to better
understanding of pathways, network, organization and functioning of complex biological
systems (systems biology).

We will concentrate on a less ambitious, but pragmatically closer to clinical use, area of
research: biomarker discovery.



Biomarkers

A biomarker is an indicator of the presence or severity of some disease state, and
provides a reliable relationship between a measurable (simple) biological process and a
(complex) clinical outcome.

These can be characteristic biological properties, molecules or features that can be
detected or measured in parts of the body (pressure, imaging) or in some biological
tissue (blood, urine, biopsy sample).

Examples:

I Body temperature is a biomarker for fever
I Cholesterol level is a biomarker for heart disease
I Hypertension is a biomarker for stroke



Progression and surrogate endpoints

Biomarkers are not only meant to indicate disease onset: an important class of
biomarkers are those that signal disease progression. Being able to detect and measure
progression has several advantages:

I it allows for earlier interventions (medical treatment, lifestyle changes, etc) that
may slow down progression

I it facilitates the study of earlier phases of disease, well before the occurrence of
fatal events

I it allows to enrich clinical trials with patients who are more likely to reach an
endpoint (screening), thus making trials shorter and more effective

Biomarkers can be used as surrogate endpoints in trials of major diseases: changes
induced by a therapy on a surrogate endpoint are expected to reflect changes in a
clinically meaningful endpoint.



High-throughput technologies
Historically, biomarkers were identified based on biological insight: only a few markers at
a time were considered. For example, inulin (a very small, inert molecule) used to be
injected over a period of time to assess kidney function (GFR). This led to the discovery
of creatinine, which allows to estimate GFR function without the need for injections.

In recent years, several technologies have emerged that allow a system-wide identification
and quantification of proteins, trace elements, genotypes and other indicators:

I Mass spectrometry (MS), often used after separation performed by liquid
chromatography (LC-MS)

I Nuclear magnetic resonance (NMR) spectroscopy
I Ultra performance liquid chromatography (UPLC)
I microarrays, SNP chips, next generation sequencing, RNA-seq

These approaches lead to high-throughput analyses, as they allow quantification of a very
large number of molecules with fast turn-arounds (tens/hundreds of samples per day).



Example: glycans



Rise of the -omics

Depending on what is being measured, there are different classes of -omics biomarkers:

I Genomics: study of the genome of organisms
I Transcriptomics: study of RNA molecules and transcription and expression of genes
I Proteomics: study of proteins produced or modified by an organism
I Metabolomics: study of metabolites in a biological cell, tissue, organ or organism
I Lipidomics: study of pathways and networks of lipids
I Glycomics: study of glycans (sugar molecules) attached to proteins or lipids

It’s becoming more and more common to have more than one class of -omics markers
measured within a study.



Biomarker discovery

Biomarker discovery is the process through which novel biomarkers are identified as
associated or implicated with a certain disease, disease complication, or their progression.

The process follows these steps:

I Discovery phase: initial study to go from tens or hundreds of candidate biomarkers
to a smaller set that are differentially expressed in disease and healthy samples

I Biomarker confirmation and validation: evaluation of the proposed biomarkers on
different cohorts

I Assay development: improvement and simplification of the process of measuring the
biomarker

I Clinical validation and assessment of utility
I Approval by the regulatory agencies and adoption



Biomarker panels

One possible outcome of the biomarker discovery phase is the definition of a panel of
biomarkers, a set of biomarkers that jointly may have diagnostic or prognostic use.

Ideally, when a biomarker panel is confirmed and validated, a specialised kit or assay is
developed to measure exactly these biomarkers.

Considerations:

I cost of development of the assays
I interferences between markers
I reliability of measurements
I quantity of sample needed
I effect of sample storage conditions



Clinical prediction models

It is very unlikely that a single predictor can provide reliable estimates of diagnostic or
prognostic probabilities: most model are multivariable prediction models.

Clinical prediction models can be classified in two broad categories:

I Diagnostic setting (cross-sectional): the probability that a specific disease or
condition is already present may inform referral to further testing or intervention

I Prognostic setting (longitudinal): the probability that a specific event will occur
within a certain time period may inform lifestyle or therapeutic decisions (eg:
30-day mortality after cardiac surgery, 5-year risk of developing type 2 diabetes)



Example: the Framingham risk score

The Framingham risk score is an assessment tool for estimating the 10-year risk of
developing cardiovascular disease (CVD). It uses the following variables:

I age
I sex
I total cholesterol
I HDL cholesterol
I smoking status
I presence of diabetes
I systolic blood pressure
I use of hypertension medications
I presence of CVD in a first degree relative before age 60



The TRIPOD statement

TRIPOD stands for Transparent Reporting of a multivariable prediction model for
Individual Prognosis Or Diagnosis, and is an initiative meant to define standards of
analysis and reporting of clinical prediction models.

This is intended to match guidelines that exist in other areas, such as randomized trials,
observational studies, genetic risk prediction studies, etc.

As prediction models may be derived from studies with different aims, designs and
statistical analysis methods, TRIPOD encourages clear and precise reporting so to make
results easier to replicate and validate by providing:

I a checklist of 22 items
I a discussion of the items in the checklist alongside examples of good reporting



The TRIPOD checklist



Covariance structure

In high-dimensional -omics datasets, it’s unavoidable to have a correlation structure
between the variables, especially in untargeted analyses (based often on MS or LC-MS,
which may also detect unidentified structures).

When datasets are high-dimensional, looking at plots of the correlation matrix is
generally easier that reading the specific pairwise correlations between markers.

Plotting a correlation matrix where rows and columns are rearranged to show a block
structure, is generally helpful to get a bird’s eye view of the interrelationships between
markers.

This also illustrate that the effective dimensionality is generally smaller than the number
of available variables.



Correlation plots



Dimensionality reduction

Given a large set of candidate predictors, in particular in the presence of correlated
variables, it’s generally appropriate to apply a range of approaches to reduce the
dimensionality of the dataset.

I A priori knowledge based on literature searches or existing annotations
I Removal of very strongly correlated markers (filtering on correlations)
I Summarise closely related predictors in a score (by clustering or principal

component analysis)
I Filtering based on univariate associations (this may lead to removal of potentially

interesting variables)



Hierarchical clustering

Hierarchical clustering is an approach through which variables are clustered according to
their distance. The metric adopted to measure the distance determines the result:

Euclidean distance ‖a − b‖2 =
√∑

(ai − bi)2

L1 (Manhattan) distance ‖a − b‖1 =
∑
|ai − bi |

L∞ distance ‖a − b‖∞ = max |ai − bi |

Other distances can be defined, for example in terms of correlation coefficient:

dist(a, b) = 1− ρ2
ab

Applying hierarchical clustering directly to the correlation matrix allows to reorder rows
and columns so that a block structure may be exposed.





Reordering by hierarchical clustering



Principal component analysis I

Principal component analysis (PCA) is a statistical technique for dimensionality
reduction and pattern discovery in high-dimensional datasets.

PCA finds the directions of most variability in the data: this requires operating with the
covariance matrix ( 1

n−1X
TX , assuming that each column of the data matrix is centred

to have mean 0).

The procedure that is computationally most accurate is singular value decomposition
(SVD). SVD factorizes the matrix as

X = UDV T,

where U and V are orthogonal matrices and D is the diagonal matrix of singular values
(square root of eigenvalues).



Principal component analysis II

Given the SVD decomposition for X :

XTX = (UDV T )TUDV T = VD2V T,

that is, we have diagonalized the covariance matrix and obtained matrix D2 of ordered
eigenvalues, as well as the matrix V of eigenvectors (rotation matrix).

Applying the rotation matrix to matrix X projects the original data onto the directions
of the principal components (XV ).

By dropping the components with smallest eigenvalues, we are effectively reducing the
dimensionality of the data while retaining as much variation as possible in the original
set of variables.



Pros and cons of PCA
Pros:

I The first few PCs explain most of the variability of the data: each of them could be
used as a summary feature (feature construction)

I Projecting the data on the PCs shows how data points cluster: applied to X shows
similarities among subjects, applied to XT shows similarities between variables

I PCA is regularly used in genetics to remove the effects of population stratification

Cons:

I PCs are linear combination of all predictors, and as such they are not interpretable
(sparse PCA limits the number of variables with non-zero loadings)

I The outcome variable is ignored (supervised PCA produces a rotation of the matrix
that explains the variation in the outcome; linear discriminant analysis (LDA) finds
the projection that maximises the separation between two classes)



Univariate associations

One of the first steps in analysing high-dimensional datasets is to test the association of
each variable (independently of all others) with the outcome of interest in models
adjusted for a sparse set of clinical covariates or known confounders.

This allows to identify the markers that are singly associated with the outcome under
study.

However, given the correlation structure, what is explained by two markers may be very
similar, and therefore the contribution of one to a model may not be independent of the
contribution of the other.

The lack of significant unadjusted (crude) associations is not a good reason for dropping
predictors: this may be due to confounding by other predictors, so it’s always better to
analyse predictors jointly with other ones in models adjusted for known confounders.



Volcano plots
Volcano plots can be used to display si-
multaneously effect size and statistical
significance of a large number of pre-
dictors tested in univariate association
models.

The most interesting markers are those
that are further away from the centre
and as high as possible.

While they are more commonly used in
genetics, they can be helpful to have
a visual representation of the associ-
ations of large number of candidate
biomarkers.



Multiple testing

When many hypotheses are tested, the chances of committing a type I error increase:
just by random chance we may find significant associations that are not true. This is
especially the case if the prior probability of an hypothesis to be true is small.

Suppose we tested 100 predictors with no real effect on the outcome. For a significance
threshold α = 0.05, we expect to report a non-existing association as significant 5 times.
Assuming that the hypotheses are independent, the probability of reporting at least one
false positive would be 1− 0.95100 = 0.994.

In other words: the greater the number of untargeted hypotheses tested (that is, with
unknown probability of being true), the less likely the findings are to be true.

Therefore, the significance threshold (or, equivalently, the p-values) should be adjusted
to reflect the fact that multiple hypotheses are being tested, and so to keep the type I
error rate under control.



Bonferroni correction

The Bonferroni correction is a simple way of adjusting the significance threshold
according to the number of hypotheses tested:

αB = α

number of tests

When testing 100 hypotheses, the Bonferroni-corrected significance threshold becomes
αB = 0.05

100 = 0.0005: the probability of reporting at least one false positive reduces to

1− (1− 0.0005)100 = 0.049.

The Bonferroni correction controls the family-wise error rate, that is the probability of at
least one false discovery. What constitutes a family is debated, but loosely speaking it’s a
collection of hypotheses that are tested together to answer a specific research question.



False discovery rate

The Bonferroni correction assumes that all hypotheses are independent: in most
instances, this is too conservative as it doesn’t account for correlations between
variables. This increases the type II error rate, hence it reduces the power of a study.

Other approaches for controlling for multiple tests are based on the concept of false
discovery rate, that is the proportion of significant results that are false positives
( FP

TP+FP).

When many results pass the significance threshold, it’s plausible that some of them are
true positives: in such case, the error from including a false positive may not be critical.
However, when few results are significant, it becomes crucial that among those there are
no false positives.

Controlling the false discover rate better accommodates the case of correlated
hypotheses, and being less stringent it doesn’t reduce the power of a study, especially if
there are real effects to be discovered.



Methods for high-dimensional data

These are some properties that methods for analyzing medical data should have:

I Scale to very high dimensions: methods should continue to generalize well even if
the number of observed factors p significantly exceeds the number of observations
n (p � n)

I Analyze the data jointly: low-dimensional probabilistic models or statistical tests
ignore complex relationships between the predictors

I Be interpretable: the output produced by the methods should be directly viable of
biological and clinical interpretation, so black-box methods or complex
manipulations of the features are discouraged



Variable selection

The choice of which predictors should be used in a model among all the available ones
leads to the problem of variable selection (feature selection).

Overall, there are a total of 2p models containing at most p predictors: we need to
define some criteria that allow us to compare different models, ideally in a way that
accounts for model complexity (AIC).

An objective of feature selection is to reduce the number of variables that need to be
measured or considered again in the future: but what is a good number?

Recall the bias–variance trade-off: the more variables in the model, the smaller the bias
at the price of an increase in variance. However, if a variable has no predictive value, it
will not reduce the bias but it will still increase the variance.

Suppose to have a large number p of uncorrelated variables: if the sample size is of
modest proportions with respect to p, it is very easy to produce a model that fits the
data very well even if the outcome is completely unrelated to the explanatory variables.



Filtering predictors

One approach that may seem promising is to discard predictors that have no univariate
association with the outcome variable (supervised filtering).

However, such approach has important limitations:

I By construction it doesn’t consider possible joint effects of a variable with other
ones: the fact that neither X1 nor X2 have an association with the outcome doesn’t
preclude the fact that say X1 − X2 may be strongly correlated with the outcome.

I If the filtering is done outside of a cross-validation setting, we have effectively used
the outcome in deciding which predictors should be retained: even if afterwards we
use cross-validation, we will be overestimating the performance of the model.

If you need to apply a univariate filtering, decisions must be made by using only on the
training part of the cross-validation folds. Any form of unsupervised filtering (which
doesn’t employ the outcome variable) can be done also outside of cross-validation.



Subset selection

There are several approaches to create a predictive model.

I Best subset selection: given a model size k, test all possible combinations of k
predictors to find the one that best fits the training data

I Forward selection: starting from a baseline model (which may just include the
intercept), choose the variable that most improves a measure of fit and let it enter
the model; continue adding one variable at a time until no further improvement

I Backward elimination: starting from a model with all possible predictors, remove
the variable that contributes least to the model, and continue removing one variable
at a time until no further improvement

I Stepwise selection: at every iteration, evaluate whether to add a new predictor to
the model or to remove one from the current model



Limitations of subset selection

All these approaches have limitations:

I Best subset selection is expensive and computationally intractable for p of
non-trivial size

I Forward selection evaluates predictors one at a time and never jointly
I Forward selection is extremely sensitive to the first choice made: the inclusion of an

incorrect predictor in the model affects all subsequent decisions
I Backward elimination is not feasible if the number of possible predictors is larger

than the number of observations
I Backward elimination is always more expensive than forward selection, but neither

guarantees to find the best subset of variables, even in the case when they both
identify the same subset



Regularization approaches

Regularization (shrinkage) methods encourage simpler models by penalizing the
objective function in such a way that the regression coefficients shrink toward zero.

The general goal of these approaches is to achieve a better trade-off between bias and
variance to improve overall predictive performance: this can be controlled by a tuning
hyperparameter λ ≥ 0.

These approaches solve the following variation of the maximum likelihood problem:

min err(β) + λ‖β‖,

where λ is the hyperparameter that controls the weight associated to the penalty term,
and the norm chosen gives rise to a specific method:

I L2 norm: ridge regression
I L1 norm: lasso regression



Ridge regression

Ridge regression applies an L2 penalty to the objective function:

λ‖β‖22 = λ
∑

i
β2

i = λβTβ

This favours smaller coefficient values for β: this introduces bias in the estimates, but it
reduces the variance, hence there is less chance of overfitting.

The hyperparameter λ controls the amount of regularization applied: if λ = 0, we are
back in the standard setting. The optimal λ is found by trying values between 0 and a
certain λmax which is a value for which all regression coefficients are zero.

Ridge regression models tend to be dense: despite the shrinkage effect, it doesn’t
necessarily force coefficients to zero.



Ridge trajectories
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Ridge shrinkage and PCA

Recalling the SVD decomposition and that XTX = VD2V T , the fitted values of linear
regression are

X β̂ = X (XTX )−1XT y = UUT y .

The ridge regression coefficients can be written as β̂(λ) = (XTX + λI)−1XT y , which
leads to the following ridge fitted values:

X β̂(λ) = UD(D2 + λI)−1DUT y .

Ridge regression shrinks terms in proportion to D(D2 + λI)−1D = diag{ d2
i

d2
i +λ}: given

that each d2
i

d2
i +λ ≤ 1, directions with smaller d2

i (eigenvalues) are shrinked more.



Lasso

A parsimonious model is much easier to interpret. The L2 norm of ridge regression does
not promote sparsity.

The lasso model (least absolute shrinkage and selection operator) uses instead the L1
norm:

λ‖β‖1 = λ
∑

i
|βi |

Such penalty forces the regression coefficients to zero: only when a predictor reduces the
error term by a larger amount than the size of its coefficient, the corresponding βi will
be nonzero.

Hence the lasso promotes sparse solutions, and it’s appropriate when there is a prior
belief that only few of the variables have large effect, while most of the rest have not.

Lasso will not necessarily produce good results in case of high collinearity: in such
situations, ridge regression may behave better.



Lasso trajectories
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Elastic net

Elastic net brings together the L1 and L2 penalties so to bring together the advantages
of ridge and lasso, that is shrinkage and automatic variable selection as well as better
behaviour with highly correlated variables:

min err(β) + λ1‖β‖1 + λ2‖β‖22
= min err(β) + λ

(
α‖β‖1 + (1− α)‖β‖22

)
The disadvantage of elastic net is that there are two hyperparameters to tune.

Note that α = 1 corresponds to the lasso, while α = 0 corresponds to ridge regression: it
is common, although not ideal, to fix α at a pre-specified level, and limit the tuning to λ.



Finding the optimal regularization parameter

The choice of the optimal λ for ridge, lasso and elastic net can be produced through
nested cross-validation.

Models with different settings of λ (100 values is common) are learned in each of the
(inner) training folds, then tested in the corresponding (inner) test folds.

A performance metric (mean square error, deviance, AUC, misclassification error) is
computed for all test folds: the optimal λ corresponds to the setting that minimizes the
test error.

It may happen that the optimal regularization parameter corresponds to a model that
only has a marginal advantage over a sparser model: it may be worth also to consider
the sparsest model that has test error within some margin of the minimum.



Cross-validation for λ
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Further (optional) reading

Model selection and regularization approaches are discussed at length:

I Introduction to Statistical Learning, Chapter 6.

The TRIPOD statement contains a very well written and not too technical description of
the use and generation of predictive models in the clinical sector:

I https://www.tripod-statement.org/

A very influential paper on the effects of multiple tests and over-reliance on p-values:

I J.P.A. Ioannidis, Why most published research findings are false, PLoS Medicine
(2005)

https://www.tripod-statement.org/

